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Abstract

     This paper provides an overall architecture to support all levels of data access and analysis against internal and external data in a variety of formats (any data, any where). This star architecture promotes interoperability between applications and databases. It promotes query optimized data warehouse. A star schema pattern language is presented to support data ware house building. The patterns are split into four main  sub models: the conceptual, the logical, the physical, and the summary sub model. The model is composed of three layers: the virtual data warehouse layer (VDW), virtual data warehouse engine  (VDWE), and the end user layer (EUL). The  VDW layer  combines all the internal and external databases as a one virtual data warehouse. The intelligent VDWE layer provides intelligent analytical processing to the decision makers. This layer also offers  administrative tools for data administration.  There is a  dynamic metadata repository associated with the engine to support the  heterogeneous  joins between these different internal and external data stores . There are associated software agents to notify the engine the exception conditions occurrences. The business rules and constraints are enforced by the  engine.  The end user layer (EUL) encapsulates access code and allows information technology personnel to manage and optimize the model. A case study is presented to demonstrate the paper concepts. 

1. Introduction to Data Warehouse

Recently, a set of significant new concepts and tools have evolved into a new technology that makes it possible to attack the problem of providing all the key people in the enterprise with access to whatever level of information needed for the enterprise to survive and prosper in an increasingly competitive world. The term that has come to characterize this new technology is “Data warehousing”. Data warehousing can be defined as an enterprise (integrated, structured) all types of data repository of subject-oriented (data is organized around subject areas of an enterprise), time-variant, historical data (from two to ten years, compared with one to three months of data for a typical operational system) used for information retrieval and decision support. It may store atomic and summary data and it is mainly intended for all levels of managers who need to analyze information and make business decisions. Data in the data warehouse is less volatile than data operational systems. Typically, data is loaded into the warehouse for the first-time load, and then refreshed regularly. Data warehouse may be centralized or distributed.

The central data warehouse is a single physical database that contains all of the data for a specific functional area, department, division, or enterprise. Central Data Warehouses are often selected where there is a common need for informational data and there are large numbers of end-users already connected to a central computer or network. A Central Data Warehouse may contain data for any specific period of time. Usually, Central Data Warehouses contain data from multiple operational systems. Central Data Warehouses are real. The data stored in the data warehouse is accessible from one place and must be loaded and maintained on a regular basis. Normally, data warehouses are built around advanced RDBMs or some form of multi-dimensional informational database server.

Data Warehouses may be distributed when its components are distributed across a number of different physical databases. Increasingly, large organizations are pushing decision-making down to lower and lower levels of the organization and in turn pushing the data needed for decision making down (or out) to the LAN or local computer serving the local decision-maker. Distributed Data Warehouses usually involve the most redundant data and, as a consequence, most complex loading and updating processes.

Developing data warehouse is no different from any other IT project; it requires careful planning, requirements definition, design, prototyping and implementation. The first and most important task is a planning process that determines what kind of data warehouse strategy the organization is going to start with. There are different strategies to Develop a Data Warehouse. Before developing a data warehouse, it is critical to develop a balanced data warehousing strategy that is appropriate for the enterprise  needs and its user population. The strategy determines  the users, the scope, and the type of data warehouse. One strategy is to establish a “Virtual Data Warehouse” environment. A Virtual Data Warehouse is created by installing a set of data access, data directory and process management facilities, training the end-users, monitoring how the data warehouse facilities are actually used and then based on actual usage, create a physical data warehouse to support the high-frequency requests.

     A second strategy is simply to build a copy of the operational data from a single operational system and enable the data warehouse from a series of information access tools. This strategy has the advantage of being both simple and fast. Unfortunately, if the existing data is of poor quality and/or the access to the data has not been thought through, then this approach can create a number of significant problems.

     Ultimately, the optimal data warehousing strategy is the evolutionary approach where  a user population is selected based on value to the enterprise and their issues, questions and data access needs are analyzed. Based on these needs, a  data warehouse core is built and populated so the end-users can experiment and modify their requirements. Once there is general agreement on the needs, then the data can be acquired from existing operational systems across the enterprise and/or from external data sources and loaded into the data warehouse. If it is required, information access tools can also be enabled to allow end-users to have access to required data using their own favorite tools or to allow for the creation of high-performance multi-dimensional information access systems using the core data warehouse as the basis.

     As we have seen there is no one approach to build a data warehouse that will fit the needs of all enterprises. The  enterprise needs are different as is the enterprise context. In addition, since data warehouse technology is evolving,  this paper adapts the evolutionary approach.

2. VDWM: A Virtual Data Warehouse Model Architecture

     This paper provides an overall architecture to support all levels of data access and analysis against internal and external data in a variety of formats (any data, any where). This architecture promotes interoperability between applications and databases.  It highlights major changes in analytical processing that must occur if all of these diverse data stores are to be exploited. The analytical capability may require heterogeneous joins across multiple data stores. The model is composed of three layers: the virtual data warehouse layer (VDW), virtual data warehouse engine (VDWE), and the user interface layer (UIL) as shown in Fig. 1. The  VDW combines all the operational  data systems,  legacy systems, the enterprise data warehouse, data marts, and the external databases (mainly available through Internet). The user accesses this virtual database through the VDWE. This engine exploits fuzzy logic and artificial intelligence to allow recognizing data items in different formats but with the same meaning scattered in these different data stores comprising the VDM. The user instructs  the engine by a modified version of the SQL. There is a  dynamic metadata repository associated with the engine to support the  heterogeneous  joins between these different internal and external data stores . This layer also offers  administrative tools for data administration.  The engine is being notified by occurrences of exception conditions by a set of intelligent agents. The business rules and constraints are considered as part of the database definitions and they  are enforced by the  engine. 

     The end user  layer (EUL) provides a user friendly interface and it encapsulates access code and allows information technology personnel to manage and optimize it. This layer works with the metadata manager when required to resolve data format differences and data location problems.

   This model is designed to support at least four levels of analytical processing. The first level consists of simple queries against current and historical data. The second level requires the ability to do “what if“ processing dimensions of a data store and  these two levels are usually accomplished with spread sheets and reporting tools. At the third level, current and historical,  internal and external data is analyzed to give reasoning to decision makers. At the fourth level, what has happened in the past and what needs to be done in the future are analyzed. Very few systems to support these last two levels are available today.

     The engine provides query rewrite ability to exploit the available views and summary tables and it also offers  materialized views and summary navigator to aid in creating and access summaries.     

3. The Data Warehouse Pattern Language

     A structured approach to design a data warehouse has been adapted in this paper. There are many major tasks associated with the data warehouse design. We group these tasks into six phases: strategic analysis, design (logical and physical), implementation, evaluation, summary, and maintenance phases. A pattern  language is provided to support data warehouse builders. The patterns are identification of whole business entities, identification of the key processes, identification of facts, identification of dimensions (including the time),  identification of hierarchies,  and identification of summaries.

     During the strategic analysis phase, the whole business objectives and the business information requirements to satisfy these objectives are identified. The analyst also identifies the major business processes in terms of its importance to the decision maker. Typically these processes are supported by the operational systems. These operational systems will be the data source.  Interviews have to be conducted with strategic-level interviewees who can provide an overall picture of the organization. This horizontal interviews across the whole enterprise help the analyst to make sure that the data warehouse will be directed to the whole enterprise. At this level of analysis, developing a strategic questionnaires may aid especially if the executives are scattered.  Each process has to be analyzed to identify its data sources, its functions and the data flow between its functions. Structured systems analysis and design traditional tools like data flow diagrams (DFD) can be used. From this business process analysis, all the analytic parameters (business process dimensions) can be identified. As an evolutionary approach, we pick one or two processes to start with. The criteria factors of a process selection may be the most crucial one, the strategic value returned by implementing this process, the kind of decisions associated with this process, the development time, the amount of resources needed for the implementation, and the availability and quality of the data sources required by this process. A feasibility study aids in this regard. During the process analysis, more interviews may be conducted with workers associated with this process (vertical interviews within the business subject we care about ) to identify the user requirements. As an output of the process analysis, all its business measures, all its dimensions, all its business rules, the data level of details you should go into to satisfy the users requirements (the granularity), and all the available data sources which can support this picked process are identified. Figure 2 shows the horizontal and vertical analysis types.

     In the design phase, the database is created as a logical model and it is then transformed into a physical one. The logical model identifies the database tables and the relationships between these tables. Two main types of tables are recognized: the fact table and the dimension table. The relationships between the fact and the dimension tables determines the logical model structures. Three main structures are mainly implemented: star, snow flake, and constellation models [2]. Each model has its own pros and cons. The star model is considered for the case study proposed in this paper. A star schema pattern language is presented in this paper. The FACT table is the central table in a star join schema. It contains business measurements (numerical metrics of the business) that are used in queries and reports by end users. Most usable facts are numeric, additive, and continuously valued. Examples of FACT tables include sales, shipments, and credit card transactions. The fact table is expected to have large volume of data and to grow fast and it is typically additive which means its data can be additive across all of the dimensions to provide the query result. The fact table  is linked to the dimension tables (star shape) where the primary key of the fact table is composite where each part is foreign key that references the primary key of one of the  linked dimensions.  Due to the huge amount of data in this kind of tables, it may contain derived data and pre-calculated summary data may exist as summary fact tables. On the other side, each dimension table, with a single part primary key that is joined to a fact table, provides the analytical description for a specific dimension (dimension attributes) with textual and discrete data. Typically, it is less than fact table in size and growth rate. Dimension tables surround the FACT table in a star schema and they are reference tables. All warehouses normally include a time dimension table. This dimension table may contain hierarchical data as day – month – year in the time dimension. Dimensions may contain one or more hierarchies like fiscal time hierarchy and calendar time hierarchy in the time dimension. Hierarchies may be used for drilling up and down. System-generated primary key is preferred for the dimension and a non primary key system generated is added to each other  level of the hierarchy.  Dimension data may be updated as an exception to the fact data. During the analysis phase, all the facts and the dimension attributes are uncovered and during design phase the star model is created.    The data sources may be reviewed to check the mapping between the source data of the legacy systems and the target data in fact and dimension tables. Granularity, views, and summary may be discussed in this level and determined by the business needs. 

     Next, the logical model is translated into a physical data model that defines the actual data storage architecture for the data warehouse. During physical design, the data warehouse size (the database and other storage areas) is estimated for capacity planning and system environment management, naming standards are applied, the format and length of each column are identified. Indexing, storage, and partitioning strategy are also determined. Indexing strategy means determination which index type (B*-tree or bitmap for example) built on which column.    The  storage strategy concerns with the data placement which means how to store the database objects  physically within the database storage areas. Partitioning strategy is how to break the very large tables and indexes into smaller parts (horizontally or vertically) to improve availability, ease administration, and enhance query performance. Physical models can be based on several design constructs, such as an entity relationship model, star schema, snowflake schema, persistent multidimensional store, or summary tables. The physical data model shows the actual representation of the physical tables and views and relationships in the database. Instead of business names, the actual physical table names are used, so  the physical model is a key reference when writing queries directly against the database. The phase of a database design, following the logical design, identifies the actual database tables and index structures used to implement the logical design. 

     A summary (or aggregate) as a last pattern is a fact table record representing a summarization of base-level fact table records (such as counts, averages, maximum,  minimum, variance, standard deviation).  Summaries can be grouped by any number of different fields, or even by computed values. Summarization in data warehouse is very essential since most decision support queries call for aggregation. The summary data that needs to be maintained in the warehouse is an early design consideration and is based on the user query requirements. The summary requirements can be identified by initial summary analysis and can also be identified by monitoring code and GROUP BY used commonly in SQL statements.  Any way, the design and implementation of summaries is an ongoing, iterative process. There are many combinations of summaries as there are combinations of levels within the dimensions in the database. N-way summary refers to a summary based on N aggregate levels in the dimension hierarchy. Summarization needs size and must be restated when the base-level data is refreshed. There are two ways to store data aggregations. Each level of aggregation may be stored as a separate table or multiple levels may be stored in a single table. Both approaches will use similar amounts of disk space but separate summary tables are preferred in this research. 

4. Golden Arrow Case Study Development 

     The Golden Arrow Company (GAC), provides rentals of cars all over the country. The company has branches in the major cities. The company has a variety of cars either brand new or last year model. The cars are categorized into large, small, 4-wheels and luxury cars. Although, the company has the largest fleet in the country and it provides distinguished services, the profit of the company is decreasing for the last two years. So, the management wants to know what factors are driving this trend. The management also wants to study and analyze the customer needs, behaviors, and interests, to win the customer satisfaction in such a way that the profits do not decrease again. To accomplish this strategic plan, the company definitely must create an accurate Data Warehouse.

4.1.  Data Warehouse Model Architecture 


As mentioned previously, there is no one approach to build a data warehouse. In this paper we have used evolutionary approach. The above mentioned patterns are split into four sub models. The four main sub models are  the business model (conceptual model), the dimensional model (logical model), the physical model, and the summary Model.   

Defining business model

During this phase,  strategic analysis is performed, and then  the business model and the metadata document are created. We analyze the main processes in the company and pick one to start with: the rental process. We start with the process which achieves the highest return on investment and offers minimum risk. Figure 3 depicts the required business model elements for the first increment of the data warehouse. The rental business process has been chosen in the first increment of the warehouse. Three high level business objectives for this increment are defined.  GAC wants to increase sales (rentals) and profits by identifying and leveraging the most profitable rentals channels, identifying sales trends for better product mix planning, and identifying the fastest growing and most profitable customer market segments.

The Dimensional model 

In this phase, the done tasks are analyzing source systems for additional data, identifying fact tables, identifying dimension tables, linking fact tables to dimension tables, creating views for users, and then updating the metadata document. Table 3 documents the warehouse dimension attributes and their data source. Updating the “Source-to-Target Data Map” section of the metadata document is shown in table 3. Table 4 shows facts and measures details as appearing in its  section in the metadata document. Rentals, units, and cost are base and additive measures while  profit and  profit percentage are derived and non-additive.

Creating physical model 

In this phase, the logical model is being translated into the physical mode as shown in Fig. 3 where n stands for numeric field, v stands for varchar with size surrounded in brackets, * stands for mandatory field, and # stands for unique field. Database size has to be  estimated. The  indexing strategy, the storage strategy and the partitioning strategy are defined as shown in table 6. At last the metadata documents are updated.

Modeling summaries

This is the last phase of building the case study data warehouse. The summaries of the fact table size are estimated assuming that the summaries are created along the hierarchy for both the car and time dimensions and  the base atomic fact table has 50,000 rows as shown in tables 7, 8, 9.

5. End User Layer

     This layer enables the end user analytical capabilities. It enables the end user to perform ad hoc queries against the database and publish information stored in the online dictionary, to rotate and pivot dimensions in the query to analyze business measures along different dimensions, and to perform drill down analysis by using hierarchical design elements. This layer can be configured in an N-tier environment where it is designed as a thin client and an application server. 

     Ad hoc queries are built automatically for the end user without knowing the structure of database and without knowing SQL. The dimensions of business areas are displayed and under each dimension , its  attributes are listed. The aggregate and statistical functions are also associated. The end user can click an attribute (for example, address of the customer dimension) to have a list of the attributes for all dimension occurrences satisfying an evaluation  criteria (if any) edited by the end user in a special window on the screen. The results can be saved in a worksheet which can be represented in different formats.         

6. Conclusion

     This paper has provided an overall architecture to support all levels of data access and analysis against internal and external data in a variety of formats (any data, any where). This star architecture promotes query optimized data warehouse. A star schema pattern language was  presented to support data ware house building. The patterns of the language are split into four main  sub models: the conceptual, the logical, the physical, and the summary sub model. A case study system was presented to demonstrate the star schema  concepts.  

     The system  is composed of three layers: the virtual data warehouse layer (VDW), virtual data warehouse engine  (VDWE), and the end user layer (EUL). The  VDW layer  combines all the internal and external databases as a one virtual data warehouse. The intelligent VDWE layer provides intelligent analytical processing to the decision makers. This layer also offers  administrative tools for data administration.  There is a  dynamic metadata repository associated with the engine to support the  heterogeneous  joins between these different internal and external data stores . There are associated software agents to notify the engine the exception conditions occurrences. The business rules and constraints are enforced by the  engine.  The end user layer (EUL) encapsulates access code and allows information technology personnel to manage and optimize the model. 
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Table 3: Dimension Attributes and its Data Sources

	Table name
	Column name
	Target column description
	Source system
	Source table file
	Source column field


Table 4: Facts and measures details

	Fact/Measure Name
	Measure Description
	Base/Derived
	Additivity
	Formula

	
	
	
	
	

	Rentals
	
	Base
	Additive
	NA

	Units
	
	Base
	Additive
	NA

	Costs
	
	Base
	Additive
	NA

	Profit $
	
	Derived
	Additive
	Rentals – Costs

	Profit %
	
	Derived
	Additive
	((Rentals – Costs) / Rentals) * 100


Table 5: The Dimensions Aanalytic hierarchy
	Dimension
	Hierarchy Name
	Hierarchy level

	Time
	Time
	Year > Month > Day_Of_Month > Date

	Store
	Store
	Store > District

	Car
	Car
	Class > Family > ID#


                                   Table 6: Indexing Strategy sample

	Column
	Unique B* tree Index
	Non-unique B* tree Index
	Bitmap Index

	Car_key (PK)
	X
	
	

	Customer_Key (PK)
	X
	
	

	Store_ID
	
	X
	

	Customer_Key (FK)
	
	X
	

	Time_key (FK)
	
	
	X


         Table 7: Base and level Estimates
	Dimension
	Base
	Level 1
	Level 2
	Level 3

	Car
	2500
	63
	8
	1

	Time
	20
	6
	2
	1


Table 8: Dimension-Level  Compression Ratios

	Car
	0.025
	0.15
	0.20

	Time
	0.30
	0.25
	0.20


Table 9: Summary Fact Table Estimate

	Total
	% Inc. 

	Car
	50,000
	1250
	188
	38
	51476
	

	Time
	51476
	15443
	3860
	773
	71552
	143%





Figure 3: The Physical Model





End User Layer               


     (EUL)                                                      





intelligent virtual data warehouse engine 


            (VDWE)





Intelligent Agents





Virtual data warehouse 


           (VDW)





Business analysis





Strategic Analysis














* Store Key	   n(3)


* Store ID	   n(3)


* Store Location     v(30)


* District ID	   n(3)


* District                v(30)





#*Store Key (PK)    n(3)





#*Customer Key (PK)         n(3)





* Customer Key	           n(3)


* Customer Name           c(30)


* Customer ID	           n(3)


* Activity Level	           n(3)


* Customer Location DESC v(30)





Rentals	         n


Units	        n


Cost 	        n


Profit $	       n


Profit %	       n








#* Date Key (FK)


#* Car Key (FK)


#* Customer Key(FK)


#* Store Key (FK)








* Car key	    n(3)       


* Car ID	                  n(3)


* Car Color DESC   n(3)


* Car Transmission  n(3)


* DESC	                   v(9)


* Class ID	    n(3)


* Class DESC	    v(4)


* Family ID	    n(3)


* Family DESC       v(9)


* Type ID	    n(3)


* Type DESC 	    v(9)


* Car Model	    n(3)


* Rental Period        n(3)





#* Car Key (PK)	n(3)����





* Date key	n(3)


* Day ID	n(3)


* Month ID	n(3)


* Day Of Month	v(9)


* Weekend	v(4)


* Holiday	v(4)


* Year ID	n(3)





#* Date Key (PK)	n(3)����








PAGE  
6

